User Guide to Elicitation Programme for Generalised Piecewise-linear Models (PEGS-GLM Software)
29 July 2013
Introduction

Usually in regression, relationships between continuous variables are modelled by straight lines. Here we allow more flexible relationships, as in Figure 1, where relationships are modelled by piecewise-linear models. 
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Figure 1. A piecewise-linear relationship.
In Figure 1 the relationship between weight (Y) and height is modelled by a line that has six different slopes, so the height variable will become six different x-variables in the regression model, say x1,1, x1,2, … , x1,6. If there were another explanatory variable (say waist-size) that gave rise to five x-variables, say x2,1, x2,2, … , x2,5, then the regression model might be:
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Factors could also be included in the model in the usual way. The above is an ordinary linear model. A generalised linear model has a link function, g say, and
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Preparation before using the elicitation program 
The primary purpose of the elicitation programme is to form of a prior distribution that adequately reflects your opinions about α and the βs. Before using the program you must know:
1. The names of the variables that you want in the model.

2. The ranges of the continuous variables that are of interest to you. 

3. The different categories of the factors in the model.

4. The form of the generalised linear model (eg. an ordinary regression model, or logistic regression, Poisson regression, etc.).
Important. Often a prior distribution is to be combined with data. Make sure the model you specify for the prior distribution is consistent with the data you will be using. For example, the categories used for a factor in the elicitation must be the same as the categories the data uses.

The above specification of ranges and factor levels determines the situations of interest. The linear model should hold within the region they determine but it is better to make the region a little too big rather than too small.

There are standard link functions associated with different generalised linear models. The program lets you choose a different link function if you want, but otherwise it uses the standard choice. You may also define your own link function g by specifying a mathematical formula for it, but then you will also need to specify its inverse g-1.
Before using the program with a real example, you might want to practice with a small example. For example, you could quantify your opinions about a person’s weight (Y), conditional on knowing their height, waist-size and gender.

Using the programme
All screens contain a help button. This gives guidance for what you should do. The contents of all the help information is reproduced below, though it is probably better to read this information on the computer when you need it. Also, for some screens there are video clips that illustrate the tasks to be performed.
The main tasks involve assessing medians and quartiles. You make most of your assessments by drawing graphs and bar-charts.

In general, clicking on a button that has gone green will lead to the next step in the elicitation process. 

Immediately after assessing medians for all covariates you come to an important feedback screen. The screen looks as follows.
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Figure 2: The Feedback screen.
When you reach this screen you should scrutinize each of the top set of boxes. The set in each column gives a combination of covariate values. Check that each of the combinations that they give is sensible. For example, if the covariates are height and gender, a poor combination might specify gender as female and give a height that is unrealistically tall for a lady. As well as checking that the combinations are sensible, also check that they broadly cover the range of combinations of interest. Then look at the “Scaled values of Y” and see if the Y-values correspond to your opinions. If they do not, then change the “Overall scale factor”. This changes all the Y-values simultaneously. Adjust the scale factor so that the Y-values reflect your opinions as best they can. (Pink arrows, as for the top left-hand boxes in Figure 2, indicate that rescaling is needed because values are out of range.) If you change the scaling factor by more than 0.2, it is advisable to look at individual graphs again so as to make finer adjustments. 
Output

The output from the program includes code that can be copied into WinBUGS. Data that is input to WinBUGS must have a form consistent with the prior distribution. This requires several variables to be created for each continuous variable and dummy variables to be created for factors. The elicitation program will convert a data file into a suitable format – this can be done at the end of the elicitation session or at a later time by re-running the program (you won’t need to quantify your opinion again).
Error variance for ordinary regression

For an ordinary regression model, opinion must be quantified about the error variance (σ2) as well as about α and the βs. The elicitation program includes a routine for doing this. (It comes towards the end of the elicitation.)
Scale parameter for gamma regression

For a gamma regression model, opinion must be quantified about the scale parameter of the model as well as about α and the βs. The elicitation program includes a routine for doing this. (It comes towards the end of the elicitation.)
Information in the Help System
The remainder of this document lists the contents of the help notes contained in the program. 
Help Button (1)    

· Unless output has previously been saved from this program that you want to load again, don’t un-check “Start the data wizard for a new assessment session”. Just click “Next”.

· After describing the problem of interest but before making any subjective assessments, there is an option to save this information. This can be useful if, for example, two experts are to separately quantify their opinions about the same problem. If a specification of the problem has been saved, then it can be re-opened by checking the second button and then clicking “Next”.  

· The third button should be checked if you want to combine the output from an elicitation session with a data file. The two will be combined in a single file that can be used as input for WinBUGS. The first file you input should be the output from the elicitation session. (It should have a .txt extension.) The second file should be the data file. (It should also have a .txt extension.) To combine data with the prior distribution, the data must be rewritten in a form that matches the piecewise-linear model that has been specified and this program will do that for you.  (For example, if the relationship between the response and an explanatory variable is represented a piecewise-line with seven components, then seven new variables must be constructed from that explanatory variable.)

The file that is input to this elicitation program must be in the following format: 

(i) The explanatory variables and factors must be in the order that was used in specifying the prior distribution.

(ii) Factor levels must be specified by numbers 1, 2, … where 1 corresponds to the first level you specified, 2 to the second level, etc.

(iii) The values of a continuous variable must be in the units used in the elicitation.

(iv) The values of the response variable must be between its minimum and maximum values used in the elicitation.

(v) Missing values must be coded as NA.

(vi) Data items should be separated by tab, i.e. in column format.

(vii) Each row represents a data item, with the first row containing the names of the variables.

Help Button (2)

1- You must specify the number of covariates (explanatory/independent variables) in the model.

2- You must also choose the regression model:
     Ordinary linear regression – the standard regression model (y is not transformed) 
     with normally distributed errors.
     Logistic regression: a Bernoulli response ( i.e. a single trial and y is ‘success’ or 
     ‘failure’) with a logit link function.

     Poisson regression – the response is a Poisson distribution with the log link 
     function.

     If none of these three models is the one you want, choose “other”. 
3- Unless you chose other model,  click “Next” to move to the next screen. 

4- If you chose other model, then

   4-1 Specify the distribution of the response in the model you want. 

         A 2nd parameter must be specified for some distributions:

             Binomial: give the number of trials (n) as the 2nd parameter; 
             Negative binomial: give the number of successes to see before stopping; 

   4-2 Choose a link function; the most common choice for the specified distribution 
          will be offered as the default.
             For the power link function: give the exponent value.

             Choose “Other”  if you want to give an equation to define the link function. 

             You will need to give both an equation defining y in terms of x and an  

             equation defining x in terms of y.
   4-3 Click “Next”. 
Note: “next” will turn green when you can click it.
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Figure 3: Specifying the model.

Help Button (3)       For user-defined link function

This option allows you to specify the link function. You must also specify its inverse. Usually a link function is expressed as a relationship between 
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With this program, it will probably be more convenient for you if Greek letters are not needed. Instead we put 
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Then, for example, the log link is
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and the inverse-link function is
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(You do not need to specify this particular link function as it is one of the standard options available.) 

Specify the link and inverse-link functions by typing in the boxes marked “y=” and “x=”. These mathematical expression can involve:

             -- real numbers such as 2.7, 3, and 12.7e-12

             -- the variable x (y)

             -- arithmetic operators  +,  -,  *,  /,  and  ^ , 

                where the last of these represents raising to a power

             -- the mathematical functions sin, cos, tan, sec, csc, cot,

                arcsin, arccos, arctan, exp, ln, log2, log10, abs, and sqrt,

                where ln is the natural log, log2 is the log to the base 2,

                log10 is the log to the base 10, abs is absolute value,

                and sqrt is the square root

             -- parentheses

Help Button (4)       Screen to define the response.
1. Give the name of the response variable (up to 8 characters).

2. Give the range of values that the response might take. These values are only used to choose a scale on the vertical axis when drawing graphs, so it does not matter much if the range is a bit too wide but it should not be too small.
3. Click “Next”.

Note: “next” will turn green when you can click it.

Help Button (5)         Screen to define the covariates.
1. Give the names of the covariates (explanatory variables).

2. If the covariate is a factor, then click on the factor radio button.

3. Click “Next” when you have named each covariate.

Note: “next” will turn green when you can click it.

Help Button (6)        Minimum/maximum/reference of continuous covariates.
1. Minimum and Maximum. For each covariate, specify the minimum and maximum values that you want to consider for this covariate.  This is the range of values of this covariate for which you want to use the GLM – you will later be asked to assess the values that the response might take throughout this range. If your prior distribution is to be combined with data, it is often reasonable to choose the minimum and maximum values that the covariate takes in the data set.
2. Reference value. The reference value for a covariate is one value of the covariate that you choose. Choose the value so that your opinion about the relationship between response and covariate on one side of the reference value is fairly independent of your opinion about their relationship on the other side of the reference value. If you think the relationship between the response and covariate is ∩-shaped, setting the reference value to the value of the covariate that gives the peak will often be a good idea – often the slope on one side of a peak does not relate to the slope on the other side. (e.g. The yield of a crop may increase sharply as rainfall increases from a very low level. Then, after an optimum is reached, yield may drop slowly as rainfall increases further. The rate at which yield decreases after the optimum may be unpredictable from the rate at which it increases before the optimum.) Similarly, if the relationship between the response and the covariate is U-shaped, setting the reference value to the value of the covariate where the response is thought to be a minimum is often a good idea. Otherwise, it is often appropriate to choose one end of the range of the covariate as the reference value. 

3. Number of knots. The program will offer a default value for the number of knots. (The default is based  on the reference value and the range.) The relationship between the response and the covariate will be represented by a piecewise linear relationship (click here to see a piecewise linear relationship). It consists of a sequence of joined-up straight lines. Each end of a line is called a knot so there is one more knot than the number of lines. Decide how many knots you need for the relationship between this covariate and the response – but do not choose too many as it will increase the number of assessments that you must later make. If you think that the response rises to a peak and then descends as the covariate increases (∩-shaped), then 7 knots is often a good choice. Similarly, if you think the response first reduces to a minimum and then increases as the covariate increases (U-shaped), again, 7 knots is often a good choice. On the other hand, if you think the response just keeps increasing as the covariate increases or just keeps decreasing as the covariate increases, then 4 knots or fewer may be enough. (If the response rises and falls more than once as the covariate increases, then more than 7 knots may be appropriate.)

4. Reference knot number. The program will offer a default value. The value of the covariate at one of the knots must equal the reference value. That knot is the reference knot. If the reference value is at the left-hand edge of the range then the first knot must be the reference knot.  Similarly, if the reference value is at the right-hand edge of the range then the last knot must be the reference knot. If the reference value is not very far from the middle of the range, choosing the middle knot (knot 4 if there are 7 knots) as the reference knot is usually best. 

5. Click “Add” when you have given values for the present covariate.

6. You can modify the values of the knots but their ordering must be preserved.
7. Click “Next” when you have given values for all the continuous covariates and factors.

Note: “next” will turn green when you can click it.

Help Button (7)        Reference level for factors, first screen
1. Name of reference level. Give the name of the factor level (up to 7 characters) that you want as the reference level. It is reasonable to choose the most common level as the reference level
2. Number of levels. Give the number of levels that this factor has. 

3. Reference level number. Sometimes the different levels of a factor may have some natural ordering. (For example, if the levels are “hard”, “medium”, “soft”.) If that is the case, the reference level has a natural number that gives its place in the order. More often, the levels do not correspond to any order and then it is best to choose “1” as the reference level number. 
4. Click “Expand” when you have specified the reference level and the number of levels., given values for the present factor, though this does not finish with this factor.

5. The boxes for this factor change. Complete the details for the factor by giving the names of the other levels of the factor. Then click “Add”. 

Note: “next” will turn green when you can click it.

Help Button (7)         Completing list of levels, second screen

Make sure you fill in the names of the levels for each factor.

Help Button (8)    
Change the values if necessary (by re-typing or using 'Back').

Click 'Next' to proceed.
Help Button (9)          Assessments at reference point.

This is where assessments are elicited to quantify your opinions.

For this first set of assessments you must suppose that lots of observations are obtained with all the explanatory variables at their reference values.  (Click here if you want the reference values to be displayed.) You are asked for your opinions about the expected value of the response. 
For logistic regression the response might be success/failure, or it might be the number of successes. Then the expected value is the proportion of successes.

For most other forms of regression, the expected value is the average response.

1. Median. The top box asks you to give the median of the expected value. To assess the median, start by asking yourself the question “What do I think the average value will be?” or, for logistic regression, ask yourself “What will be the proportion of successes?” 
The value you think of should be quite close to your median. A slight difference may occur because of skewness. By definition, you should consider it equally likely that the expected value is above the median or below the median. For example, suppose you assess the median as 8. Then you should believe that the probability that the expected value is above 8 is equal to the probability that it is below 8. Hence, if you were asked “Would I rather bet on the expected value being above 8 or below 8?”, you should find it hard to decide. 
It is worth asking yourself that type of question after you have assessed the median. If you decide that you would rather bet on the expected value being above the median, then increase your assessment of the median. Similarly, if you decide that you would rather bet on the expected value being below the median, then reduce your assessment of the median. Keep changing your assessment until you are undecided on which way to bet.
2. Lower quartile assessment. The lower quartile divides the probability below the median in half. To assess your lower quartile for the expected value of the response, suppose you were told that your median assessment was too high – the expected value is actually less than your median. Given this information, what would now be your estimate of the expected value? Your response should be close to your lower quartile. 
Suppose your assessed median is 8 and your assessed lower quartile is 5. Then your probability that the expected value is below 5 should equal your probability that it is between 5 and 8. 
As when assessing the median, for the lower quartile you can consider bets you would make to improve your first assessment. If you would rather bet that the expected value is below your lower quartile than bet on it being between your lower quartile and median, then reduce your lower quartile. 
On the other hand, if you would rather bet that the expected value is between your lower quartile and median than bet on it being below your lower quartile, then increase your lower quartile. 
Increase/reduce your lower quartile until you cannot choose between the two bets. Then enter that as your lower quartile.

3. Upper quartile assessment. The upper quartile divides the probability above the median in half in the way that the lower quartile divides the probability below the median. Similar strategies can be used to assess it. 

Thus to assess your upper quartile for the expected value of the response, suppose you were told that your median assessment was too low – the expected value is actually greater than your median. Given this information, what would now be your estimate of the expected value? Your response should be close to your upper quartile. 
As when assessing the median or lower quartile, for the upper quartile you can consider bets you would make to improve your first assessment. If you would rather bet that the expected value is above your upper quartile than bet on it being between your median and upper quartile, then increase your upper quartile. On the other hand, if you would rather bet that the expected value is between your median and upper quartile than bet on it being above your upper quartile, then reduce your upper quartile. Increase/reduce your upper quartile until you cannot choose between the two bets. 

4. 
You have completed the set-up specifications for the elicitation problem when  you have assessed the median, lower and upper quartiles for the expected response. To proceed, click “Save Data” or “Start graphs”. Use the “Save Data” option if you want to be able to return to this set-up again at a later date.   
Note: “Start graphs” will turn green when you can click it.

Help Button (10)          Top Toolbar

This toolbar is for moving from one section to the next.

Help Button (11)           Graph: median assessments for a continuous covariate.
This graph is for your opinion about how the response variable relates to each continuous covariate.

One of the vertical lines has a dark blue box plotted. You gave this value earlier. It is your median assessment of (response name) when (covariate name) is at its reference value and all other variables are also at their reference values. Throughout your assessments on this screen, assume that all covariates except (covariate name) are at their reference values. (Click here if you would like to see the reference values.)
Consider one of the vertical lines next to the one with the blue box. When (covariate name) moves to that value would you expect (response name) to increase or decrease. Think about the median value you would expect for (response name) when (covariate name) takes the value at that vertical line.

Put the mouse-pointer on that vertical line and move it to the value corresponding to your median assessment of (response name) for that value of (covariate name). Click the mouse and a small blue square will appear on the line to mark your median assessment.
Move your mouse pointer to each of the other lines in turn, decide the median value for (response name) that you would expect for that value of (covariate name) and click the mouse to mark your assessment.

When you have assessed the medians on every vertical line they will magically be joined up. (The lines form what is called a piecewise linear function.) Look at the lines and see if it is a reasonable representation of your opinions. If it is not, you can click again on the vertical lines to change your assessments. 
If the line joining your assessments is close to horizontal, then it means that you do not expect (covariate name) to have much affect on (response name). Conversely, if the line goes up and/or down a lot, then that means you expect (covariate name) to have a large affect on (response name).

Remember, the aim is to represent your opinions – not just to give values that the computer will accept as valid!

When you are happy with your median assessments, click the “next covariate” button at the top of the screen. 

(You can use the “previous covariate button” to change assessments for earlier covariates, should you wish.)
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Figure 4: Median assessments for a continuous covariate.
Help Button (11)         Bar chart: median assessments for a factor.
This graph (bar chart) is for your opinion about how the response variable relates to each factor.

One of the vertical lines has a dark blue box plotted with a blue bar running up to it. You gave this value earlier. It is your median assessment of (response name) when (factor name) is at its reference level and all other variables are also at their reference values. Throughout your assessments on this screen, assume that all covariates except (factor name) are at their reference values. (Click here if you would like to see the reference values.)

Each vertical line corresponds to a different factor level. Consider one of the other levels. When (covariate name) changes from its reference level to this level, would you expect (response name) to increase or decrease. Think about the median value you would expect for (response name) when (covariate name) takes this factor level. 

Put the mouse-pointer on that vertical line for this factor and move it to the value corresponding to your median assessment of (response name) for that level of (covariate name). Click the mouse and a small blue line will appear on the line to mark your median assessment and a blue bar will be drawn to it.

Move your mouse pointer to each of the other lines in turn, decide the median value for (response name) that you would expect for that level of (covariate name) and click the mouse to mark your assessment.

When you have assessed the medians for every level, look at the bar chart you have formed and see if it is a reasonable representation of your opinions. Think about which level you would expect to give the highest response, which one should give the second highest, and so on. Do the heights of the bars have this same ordering? You can click again on the vertical lines to change your assessments. 

Remember, the aim is to represent your opinions – not just to give values that the computer will accept as valid!

When you are happy with your median assessments, click the “next covariate” button at the top of the screen. 

(You can use the “previous covariate button” to change assessments for earlier covariates, should you wish.)
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Figure 5: Median assessments for a factor.

Help Button (12)          Feedback Screen

This screen has five help (?)  boxes and a main help button.


[image: image15]
Figure 6: The Feedback screen.
So far, at any time only one covariate has been varied from its reference level. This screen aims to consider broader combinations of values. This broader view may necessitate revision to some of your graphical assessments. We first try to find an overall scaling factor for making these revisions. Then you can look at the graphs again to see the effect of the scaling factor and perhaps make finer adjustments. (Regression coefficients are multiplied by the scaling factor, so the difference between the Y-values at the current covariates and the reference point is scaled).

1. Look at the covariate values in the top sets of boxes (the boxes with the arrows next to them). Each column gives a different combination of covariate values and corresponds to one type of item/person/location in the population (or, in some contexts, to a particular design point). Make sure that each column corresponds to a plausible combination of values. If necessary, change the values of the covariates so that each column corresponds to a plausible combination – but the columns should together span a reasonably wide set of plausible combinations.

CHOOSING COMBINATIONS THAT ARE PLAUSIBLE IS IMPORTANT. 

Look closely at covariate values with red boxes as these currently predict values of Y that are outside its specified range.

(As an example of an implausible combination, suppose each combination relates to a world location and two of the covariates are minimum winter temperature and maximum summer temperature. A minimum winter temperature of 10 degrees might be implausible in conjunction with a maximum summer temperature of 25 degrees, as the former suggests a hot climate while the latter suggests a cool climate.)

2. The row labelled “Graph values of Y” is for information only. For each combination of covariates it gives the value of Y that is predicted from the graphs of medians that you assessed. 

3. If Y values need (or needed) to be changed, then we want to choose a single factor with which to scale all regression coefficients. (Finer adjustment can be made later by re-visiting the graphs).  The box marked “Overall scale factor” gives the current value for that factor. This overall scaling factor is changed by using the arrows on its box. Increase/decrease the overall scaling factor so that the values given in “Scaled values of Y” represent your opinions as well as possible. 
4. When you are content with the scaling factor, click (i) Apply scaling factor and review graphs; (ii) Apply scaling factor and go to next section; or (iii) Go to next section without scaling. The first option should be chosen if the scaling has been changed to something appreciably different from 1. 

Messages for the other help boxes.

First box:

Look at the covariate values in this top set of boxes (the boxes with the red arrows next to them). Each column gives a different combination of covariate values and corresponds to one type of item/person/location in the population (or, in some contexts, to a particular design point). Make sure that each column corresponds to a plausible combination of values. If necessary, change the values of the covariates so that each column corresponds to a plausible combination – but the columns should together span a reasonably wide set of plausible combinations.

CHOOSING COMBINATIONS THAT ARE PLAUSIBLE IS IMPORTANT.

Look closely at covariate values with red boxes as these currently predict values of Y that are outside its specified range.

(As an example of an implausible combination, suppose each combination relates to a world location and two of the covariates are minimum winter temperature and maximum summer temperature. A minimum winter temperature of 10 degrees might be implausible in conjunction with a maximum summer temperature of 20 degrees, as the former suggests a hot climate while the latter suggests a cool climate.)

Second box:

This row labelled “Graph values of Y” is for information only. For each combination of covariates it gives the value of Y that is predicted from the graphs of medians that you assessed. This row can be used as a reference when giving values for Y that better reflect your opinions.

Third box:

These values may be changed by using the arrows on the box for the overall scale factor. Choose the scale factor to reflect your opinions as well as possible. If a Y value looks odd, check that its covariate values (in the boxes at the top of its column) form a sensible combination.
Fourth box:

If Y values need (or needed) to be changed, then we want to choose a single factor with which to scale all regression coefficients. (Finer adjustment can be made later by re-visiting the graphs).  This box marked “Overall scale factor” gives the current value for that factor. The overall scale factor is changed by using the arrows on this box. Increase/decrease the overall scaling factor so that the values given in “Scaled values of Y” represent your opinions as well as possible.
Help Button (13)         Quartile assessments for continuous variable.
This graph is for quantifying the confidence you have in the median assessments for (covariate name) that you gave earlier.

The graph plots the median assessments that you gave. The larger black square is a fixed-point: you should assume that this is a correct value. That is, the larger black square is the true expected value of (response name) at this value of (covariate name).
1. How do you think the expected response will change as the value of (covariate name) moves to one of the vertical lines next to the black square. The black line is your best guess of how it changes but please give your best guess of the upper quartile of what it will change to.
Do this by clicking your mouse-pointer on that vertical line at the place where you want the upper quartile to be. (It will be higher than the black line.) The computer will draw a green line to suggest values for upper quartiles at the other vertical lines. You don’t need to accept the values that the computer suggests – change them by clicking your mouse on the vertical lines. 
The green line marks out the more plausible trajectories that the expected response could follow as (covariate name) changes. At each vertical line you should consider it equally likely that the expected response is (i) above the green line, or (ii)  between the green and black line. Move the green line around till you would find it difficult to say which of these two possibilities is the more likely. When you are comfortable that the green line is a reasonable representation of your opinions, click the “Accept Suggestions” box in the top-left corner of the screen. The green line will miraculously turn blue (science is great).
2. Now repeat the procedure to assess the lower quartile of the expected response at one of the vertical lines next to the larger black box. Do this by clicking your mouse-pointer on that vertical line at the place where you want the lower quartile to be. (This time you must click lower than the black line.) The computer will draw a green line to suggest values for lower quartiles at the other vertical lines. Again, you don’t need to accept the values that the computer suggests and can change them by clicking your mouse on the vertical lines. 

The lower green line marks out the more plausible trajectories that the expected response could follow as (covariate name) changes. At each vertical line you should consider it equally likely that the expected response is (i) below the green line, or (ii) between the green and black line. Move the green line around till you would find it difficult to say which of these two possibilities is the more likely. When you are comfortable that the green line is a reasonable representation of your opinions, click the “Accept Suggestions” box in the top-left corner of the screen. 
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Figure 7: Quartile assessments for a continuous covariate.

3. When you have assessed/accepted both the upper quartiles and the lower quartiles, the computer will add one or two largish black boxes to the graph. Treat all the largish black boxes as being the true values of the expected response. Red lines show your most recent upper and lower quartile assessments at the other points.

Consider how the line between the larger black boxes might extend for other values of the covariate. The black line marks your best (median) estimate of how the trajectory will continue. We want upper and lower trajectories that correspond to quartiles. That is, you should consider it equally likely that the true trajectory (given the larger black boxes) is (i) above the upper trajectory, or (ii) between the upper trajectory and the black line of medians, or (iii) between the black line and the lower trajectory, or (iv) below the lower trajectory.
Give your assessments by clicking on one of the vertical lines between the red line and the black line, choosing a value that reflects your opinions. (The additional black boxes provide more information about how (response name) varies as (covariate name) changes. More information means less uncertainty, which is why your new quartile assessments should be inside your previous assessments.)
If you give both a lower and upper quartile assessment on the same vertical line, the computer will offer suggestions for other vertical lines. You can change these or accept them, as you wish.
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Figure 8: Quartile assessments for a continuous covariate.

The black line between the largish black boxes should plausibly continue on the green lines that you have assessed. The green line marks out the more plausible trajectories that the expected response could follow as (covariate name) changes, given that the line between the larger black boxes is correct. At each vertical line you should consider it equally likely that the expected response is (i) above the upper green line, or (ii)  between the upper green line and the black line, or (ii)  between the black line and the lower green line, or (iv) below the lower green line, or. Move the green lines around till you would find it difficult to say which of these possibilities is the more likely. When you are comfortable that the green lines are a reasonable representation of your opinions, click the “Accept Suggestions” box in the top-left corner of the screen. 

4. The procedure may repeat, depending on the number of knots. At each stage assess quartiles. Your assessments must be within the red lines. As noted above, if you assess a lower and upper quartile on the same vertical line then the computer will offer suggestions at the other vertical lines. The green lines must be plausible trajectories for extending the line between the larger black boxes.
Help Button (13)          Quartile assessments for a factor.
This bar-chart is for quantifying the confidence you have in the median assessments for (covariate name) that you gave earlier.

The bar-chart plots the median assessments that you gave. The black square is a fixed-point: you should assume that this is a correct value. That is, the black square is the true expected value of (response name) when the level of (covariate name) is (level name). 
1. How do you think the expected response will change at other levels of (covariate name) - the black square should be treated as “true” and that probably influences the confidence you have in your medians at other levels. 

For each other level of (covariate name), give your upper and lower quartiles for the value of (response name) at that level. Do this by clicking your mouse-pointer on the vertical lines at the places where you want the quartiles to be.  The upper quartile should be on the thin vertical line above the black tick-mark and the lower quartile should be on the thick black line below the tick-mark. (The level with the black box does not need quartile assessments and will not register them.)

You can change your assessments by re-clicking on the vertical lines. At each vertical line you should consider it equally likely that the expected response is (i) above the top (blue) tick-mark, or (ii) between the top tick-mark and the middle (black) tick mark, or  or (iii) between the middle tick mark and  the lowest (blue) tick-mark, or (iv) below the lowest tick-mark. Move the blue tick-marks around on each line till you would find it difficult to say which of these possibilities is more likely than another. When you are comfortable that quartiles are a reasonable representation of your opinions, click the “Next step” box above this figure.

2. After you click “Next step” another black box (or boxes) will be marked on a bar for one of the levels. You should treat all the black boxes as “true values” for (response name) at those levels of (covariate name). Red tick-marks on other lines indicate your quartile assessments for other levels. To accept these red tick-marks as still representing your opinions, click the “Accept Suggestions” ” box in the top-left corner of the screen. 
Alternatively, the additional information provided by the new black box (or boxes) may reduce your uncertainty at other levels. In that case you should revise your quartile assessments by clicking with the mouse on the vertical line where you want changes. Your new assessments cannot be outside the red tick-marks as the additional information cannot increase your uncertainty.  Move the quartiles around till you are comfortable that they are a reasonable representation of your opinions. Then click the “Accept Suggestions” box. 

3. The procedure may repeat, depending on the number of levels. At each stage either accept the proposed quartiles, or first revise one or more of them (keeping within the red lines).

[image: image18]
Figure 9: Quartile assessments for a continuous covariate.

Additional information to link to from keywords

Median. If m is the value you choose for the median then m divides the probability in half. You do not know the value that the expected response takes but suppose you were asked to bet that the expected response is greater than m or that it is less than m. If you would rather bet on it being greater than m then m is too small and you should increase it. If you would rather bet on it being smaller than m then m is too big and you should make it smaller.  Keep modifying m until you find it hard to choose between the two bets. 

If you have trouble getting started on the task of assessing the median, just pick any value for it and ask yourself “Is the expected response more likely to be above or below that value?” You may not think you have any idea what the median should be, but I bet you know it is less than 10 million and greater than minus 10 million. (If that is not the case, then change 10 million to 1000 million.) Without your opinion – or the opinion of another expert – we would start with the belief that anything between minus infinity and plus infinity is equally likely, and we should be able to do better than that.
Lower quartile assessment. The lower quartile divides the probability below the median in half. To assess your lower quartile for the expected value of the response, suppose you were told that your median assessment was too high – the expected value is actually less than your median. Given this information, what would now be your estimate of the expected value? Your response should be close to your lower quartile. 

Suppose your assessed median is 8 and your assessed lower quartile is 5. Then your probability that the expected value is below 5 should equal your probability that it is between 5 and 8. 

If you would rather bet that the expected value is below your lower quartile than bet on it being between your lower quartile and median, then reduce your lower quartile. 

On the other hand, if you would rather bet that the expected value is between your lower quartile and median than bet on it being below your lower quartile, then increase your lower quartile. 

In general, it is easier to decide whether a value is too high to be the quartile or too low to be the quartile. Hence, a reasonable strategy is too think of a value – decide it is high or low – move it up or down accordingly – see if the new value is too high or too low – change that accordingly – and so on till you cannot decide whether the value is too high or too low – the last value is your quartile.  
Upper quartile assessment. The upper quartile divides the probability above the median in half. To assess your upper quartile for the expected value of the response, suppose you were told that your median assessment was too low – the expected value is actually greater than your median. Given this information, what would now be your estimate of the expected value? Your response should be close to your upper quartile. 

Suppose your assessed median is 8 and your assessed upper quartile is 15. Then your probability that the expected value is above 15 should equal your probability that it is between 8 and 15. 

If you would rather bet that the expected value is above your upper quartile than bet on it being between your median and upper quartile, then increase your upper quartile. 

On the other hand, if you would rather bet that the expected value is between your median and upper quartile than bet on it being above your upper quartile, then make your upper quartile smaller. 

In general, it is easier to decide whether a value is too high to be the quartile or too low to be the quartile. Hence, a reasonable strategy is too think of a value – decide it is high or low – move it up or down accordingly – see if the new value is too high or too low – change that accordingly – and so on till you cannot decide whether the value is too high or too low – the last value is your quartile.  

Help Button (N)         Offering the option to assess the variance of normal models
You have given assessments that determine your prior distribution for the regression coefficients. The model also contains an error term and you must quantify your opinion about its variance to complete the prior distribution. Usually it is best to quantify your opinion about the error variance now, rather than at a later stage. It does not require many assessments.

Help Button (14)         Variance assessment of normal models
The next questions that you are asked will be better worded if we have more detail about the problem of current interest. Click on the appropriate button to select the context that is the best match.

Help Button (15A)       For experiments:

One way to tackle this question is to think of a particular design point at which you might run an experiment (in a chemical experiment you might have to choose temperatures, quantities of reactants, etc). Suppose you ran that particular experiment and got a value for Y. If you ran the experiment again, how close do you think the new Y would be to the first Y? You should give your median for the difference between them.

Help Button (15B)        For people:
One way to tackle this question is to think of a particular set of covariate values (in some contexts it might be a person of a particular age and gender). If two people have those characteristics, how close do you think their Y values will be? (You might first ask yourself what Y-values are plausible for someone with those characteristics.) You should give your median for the difference in the two Y values.
Help Button (15C)        For items:
One way to tackle this question is to think of a particular set of covariate values (in some contexts it might a particular size and age for an object). If two items have these covariate values, how close do you think their Y values will be? (You might first ask yourself what Y-values are plausible for an item with those characteristics.) You should give your median for the difference in the two Y values.
These Help notes relates only to the case where there is one data point
Help Button (16A)       For experiments:

The green arrow is the difference found in a single pair of experiments run under the same conditions – random error affects it. How much faith do you have in the value of this difference and how much faith do you have in your original assessment? Which value do you think is nearer the truth? Your new assessment here should reflect their relative accuracy. If you think, say, that the green line estimate is six times more accurate than the green arrow estimate, then your new assessment should be six times nearer the green line.  
Help Button (16B)        For people:
The green arrow is the difference found in one set of two people whose covariates match – random error affects the estimate. How much faith do you have in the value of this difference and how much faith do you have in your original assessment? Which value do you think is nearer the truth? Your new assessment here should reflect their relative accuracy. If you think, say, that the green line estimate is six times more accurate than the green arrow estimate, then your new assessment should be six times nearer the green line.  
Help Button (16C)        For items:
The green arrow is the difference found in one set of two items whose covariates match – random error affects the estimate. How much faith do you have in the value it gives and how much faith do you have in your original assessment? Which value do you think is nearer the truth? Your new assessment here should reflect their relative accuracy. If you think, say, that the green line estimate is six times more accurate than the green arrow estimate, then your new assessment should be six times nearer the green line.  

[image: image19]
Figure 10: Elicitation of median assessment conditional on a single datum.
These Help notes relates only to the case where there are two data points
Help Button (17A)       For experiments:

The green arrow is the difference found in another pair of experiments and the black upward-pointing arrow is the difference found in the first pair of experiments – random error affects both values. Now you must consider how much faith you have in the data values and how much faith you have in your prior opinions. 
The downward pointing black arrow is the median of the two data values. One approach to forming your assessment is to compare the downward pointing black arrow with the thick black line, which is your original assessment. Choose a value that reflects the accuracy you attach to each.
The thick green line was your assessment after seeing the first datum (the black upward arrow) but before seeing the second datum (the green arrow). An alternative approach to formulating your opinion is to reconcile the value given by the green arrow with the value given by the green line.
Help Button (17B)        For people:
The green arrow is the difference found in another set of two people whose covariates match and the black upward-pointing arrow is the difference found in the first two people – random error affects both values. Now you must consider how much faith you have in the data values and how much faith you have in your prior opinions. 

The downward pointing black arrow is the median of the two data values. One approach to forming your assessment is to compare the downward pointing black arrow with the thick black line, which is your original assessment. Choose a value that reflects the accuracy you attach to each.

The thick green line was your assessment after seeing the first datum (the black upward arrow) but before seeing the second datum (the green arrow). An alternative approach to formulating your opinion is to reconcile the value given by the green arrow with the value given by the green line.

Help Button (17C)        For items:
The green arrow is the difference found in another set of two items whose covariates match and the black upward-pointing arrow is the difference found in the first two items – random error affects both values. Now you must consider how much faith you have in the data values and how much faith you have in your prior opinions. 

The downward pointing black arrow is the median of the two data values. One approach to forming your assessment is to compare the downward pointing black arrow with the thick black line, which is your original assessment. Choose a value that reflects the accuracy you attach to each.

The thick green line was your assessment after seeing the first datum (the black upward arrow) but before seeing the second datum (the green arrow). An alternative approach to formulating your opinion is to reconcile the value given by the green arrow with the value given by the green line.

These Help notes relates only to the case where there are four or more data points
Help Button (18A)       For experiments:

The green arrows are new values showing differences from further pairs of experiments and the black upward-pointing arrows are the differences from the earlier pairs of experiments – random error affects all values. Now you must consider how much faith you have in the data values and how much faith you have in your prior opinions. 

The downward pointing black arrow is the median of all the data values. One approach to forming your assessment is to compare the downward pointing black arrow with the thick black line, which is your original assessment. Choose a value that reflects the accuracy you attach to each.

The thick green line was your assessment before seeing the most recent data (the green arrows) but after seeing the earlier datum (the black upward-pointing arrows). An alternative approach to formulating your opinion is to reconcile the value given by the green arrows with the value given by the green line.

Help Button (18B)        For people:
The green arrows are new values showing differences from further pairs of people and the black upward-pointing arrows are the differences from the earlier pairs – random error affects all values. Now you must consider how much faith you have in the data values and how much faith you have in your prior opinions. 

The downward pointing black arrow is the median of all the data values. One approach to forming your assessment is to compare the downward pointing black arrow with the thick black line, which is your original assessment. Choose a value that reflects the accuracy you attach to each.

The thick green line was your assessment before seeing the most recent data (the green arrows) but after seeing the earlier datum (the black upward-pointing arrows). An alternative approach to formulating your opinion is to reconcile the value given by the green arrows with the value given by the green line.

Help Button (18C)        For items:
The green arrows are new values showing differences from further sets of two items whose covariates match and the black upward-pointing arrows are the estimates from the earlier pairs – random error affects all values. Now you must consider how much faith you have in the data values and how much faith you have in your prior opinions. 

The downward pointing black arrow is the median of all the data values. One approach to forming your assessment is to compare the downward pointing black arrow with the thick black line, which is your original assessment. Choose a value that reflects the accuracy you attach to each.

The thick green line was your assessment before seeing the most recent data (the green arrows) but after seeing the earlier datum (the black upward-pointing arrows). An alternative approach to formulating your opinion is to reconcile the value given by the green arrows with the value given by the green line.
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Figure 11: Elicitation of median assessment conditional on a set of data.

Help Button (19)           Checking DF estimates
You have reconciled data values and your original opinions five times. Each gives an estimate of a “degrees of freedom” parameter (DF) and an estimated variance (W). The five estimates of W will probably all be quite similar. The estimates of DF should also be quite similar but they might not be. 
If an assessment seems out-of-line you may review/revise it by clicking on the “Change" button.
Help Button (G)       Offering the option to assess the scale parameter of gamma regressions
You have given assessments that determine your prior distribution for the regression coefficients. The model also contains a “scale” parameter and you must quantify your opinion about this parameter to complete the prior distribution. Usually it is best to do that now, rather than at a later stage. It does not require many assessments. 
Help Button (G*)     Screen to elicit the distribution of the scale parameter of gamma regressions.
This is where assessments are elicited to quantify your opinions.
You have given the mean of Y. This is marked in the upper graph of this screen by the thick black line. In making your assessments you must assume that this is the correct value for the mean of Y.

You are asked questions about the lower quartile of Y. The following are two examples to illustrate how you might think about this lower quartile, which we denote by Q. Note also the “check feedback” mentioned below. This relates to your opinion about Y rather than Q and is an alternative way of formulating your opinion. 

(1) Suppose Y is the period of time that a patient with some medical disorder may stay in hospital and that a hypothetical patient, John, has this disorder. Now suppose John is fortunate and does not spend as long as most people in hospital. Specifically, suppose exactly 25% of patients with John’s disorder spend a shorter time in hospital than John. Then Q is the length of time that John spends in hospital. 

(2) Suppose Y is the water table depth (the distance from the land surface to water) in an environmentally important marsh. Y varies in response to changes in the climate and weather. Suppose a scientist measures the water table depth each day and that exactly 25% of the measurements are smaller than the measurement taken on 4 July. Then Q is the depth on 4 July. 

Upper Graph

In the upper graph, give your median for Q. Do this by clicking the mouse pointer in area shaded in light-blue. You may change the assessment by clicking again in the light-blue area or by “clicking and dragging”. (To click-and-drag, you put the mouse-pointer on the line marking your assessed median, press and hold down the left button of the mouse, and move the mouse pointer to where you would like the median to be, before releasing the button.)
Median of Q.
To assess the median of Q, start by asking yourself the question “What value of Y would be fairly common but quite small?” Choose that as your preliminary median for Q. 

Then ask yourself the question “Would I bet on Q being above this preliminary median or below it?” If the answer is “above it” then use the mouse to make the median a bit bigger. If the answer is “below it” then use the mouse to make the median a bit smaller.

Keep adjusting the position of the median until you think “The chance that Q is above the median is about the same as the chance that it is below it.”

On this upper graph, the computer will draw the probability distribution function (pdf) of Y. The shape of this pdf will change when you give quartile assessments in the lower graph, but it is more sensitive to your assessment of the median of Q. Hence you should also consider the shape of this pdf when deciding whether you are comfortable with your assessment of this median. In particular, look at the shape of the pdf for small values of Y and consider whether it represents your opinion. (If very small values are less likely than larger values, then the pdf should not have its maximum at Y=0.)
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Conditional on the mean being (9.0), assess three estimates of the lower quartile of the variable Y:
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Figure 12: Upper graph after the median of Q has been assessed

Lower Graph

After you have assessed the median of Q, give your assessed lower and upper quartiles of Q in the lower graph. Do this by clicking the mouse pointer in the areas shaded in light-blue. Your lower quartile must be below the median and the upper quartile must be above it. You may change the assessment by clicking again in the light-blue area or by “clicking and dragging”. 

Your assessed quartiles could take values in the pink areas. However, you should look at the shape of the pdf in the lower graph (this is the pdf of Q). When you put quartiles in the pink areas, it will often be the case that there is a rise in the pdf near Q = 0. Often such a rise will not reflect your opinions, suggesting that that your quartile assessments should be in the light-blue areas, or at least nearer to the light-blue areas. To adjust your quartile assessments it is easier to click-and-drag with the mouse as the upper and lower quartiles are closely related and both are adjusted simultaneously.
Upper and lower quartiles of Q. 
To assess the lower quartile of Q, choose a value (L say) in the blue area below the median. Then assess the upper quartile of Q by choosing a value (U say) in the blue area above the median.   

Next ask yourself the question “Do I think it more likely that Q is less than L or between L and the median?”  If you think it more likely that Q is below L, then L should be a little smaller. If you think it more likely that Q is between L and the median, then L should be a little bigger. 

Also ask yourself the question “Do I think it more likely that Q is above U or between the median and U?”  If you think it more likely that Q is above U, then U should be a little bigger. If you think it more likely that Q is between the median and U, then U should be a little smaller. 

Use the mouse to adjust the quartiles. Both are adjusted at the same time so it is easiest to click-and-drag one of L and U – the other will change at the same time. As you cannot choose L and U separately, some compromise may be needed in the values you choose for them. You want to find a pair of values such that, in your opinion, (i) the chance that Q is less than L is about the same as the chance that Q is between L and the median, and (ii) the chance that Q is greater than U is about the same as the chance that Q is between the median and U.

While choosing L and U in the lower graph, you may return to the upper graph to reassess your median. (Clicking in the upper graph changes the assessed median, and clicking in the lower graph changes the assessed quartiles.)
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Figure 13: Lower graph after the quartiles of Q has been assessed

Check Feedback

The pdf of Y in the upper graph should seem very reasonable to you – look at the lower tail and the upper and consider whether they correspond to the range of values that you think Y might take. Also look at the peak of the distribution – do you think it is the most likely value that Y will take.

Write down the values of the median, lower quartile and upper quartile. Then 

1. Move the median in the upper graph so that it takes the value that you wrote down for the lower quartile.  Both tails of the pdf for Y will be thicker and the range of plausible values for Y will be greater – if the written-down lower quartile assessment corresponds to your opinions, then the pdf for Y should look a bit wide, but believable.

2. Move the median in the upper graph so that it takes the value that you wrote down for the upper quartile.  Both tails of the pdf for Y will be thinner and the range of plausible values for Y will be smaller – if the written-down upper quartile assessment corresponds to your opinions, then the pdf for Y should look a bit narrow, but believable.

The check feedback may indicate that the median and quartiles that you have written down do not correspond to your assessments. If that is the case then you should revise them.

Note.  Some users of the software have found it easier to use the check feedback to quantify their opinions, rather than thinking about Q. If you have trouble formulating your opinions about Q, then move the median around in the top graph to find the range of values that give a pdf for Y that seems plausible (as in 1 and 2 above). Then try the limits of this range as the lower quartile and upper quartile in the lower graph – some adjustment to the values will be needed as the values of the lower and upper quartiles are linked and hence must be internally consistent.    

Done
Click “Done” when you are happy with assessments and the shapes of the probability distributions (pdfs) in the two graphs.

Help Button (20)           Saving output
We strongly recommend that you save these results for future reference. If you would like to save them, then click the “Yes” button. Your assessments and the parameters of the multivariate normal (prior) distribution will be saved to the file you specify. This file is a .xls file.

Otherwise click the “No” button.

Help Button (21)           More output options
To combine data with the prior distribution, the data must be rewritten in a form that matches the piecewise-linear model that has been specified. (For example, if the relationship between the response and an explanatory variable is represented a piecewise-line with seven components, then seven new variables must be constructed from that explanatory variable.)
This program will do that for you. If you already have a data file in which the data items are in the right format (see below), then the program will process the data file and combine it with the output file. A single file in a form suitable for WinBUGS will result. 
Alternatively, you can simply save the output as a .txt file. When your data is in the correct format, the first part of this program can be re-run to produce a file suitable for WinBUGS.
Format for the data file that is read into this program: 
(i) The explanatory variables and factors must be in the order that was used in specifying the prior distribution.

(ii) Factor levels must be specified by numbers 1, 2, …, where 1 corresponds to the first level you specified, 2 to the second level, etc.

(iii) The values of a continuous variable must be in the units used in the elicitation.

(iv) The values of the response variable must be between its minimum and maximum values used in the elicitation.

(v) Missing values must be coded as NA.

(vi) Data items should be separated by tab, i.e. in column format.

(vii) Each row represents a data item, with the first row containing the names of the variables.
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Do the values of Y represent your opinion reasonably well? If so, click ‘Go to next section without scaling’,
otherwise, change covariates or Y values, then click "Apply scaling factor and go to next section’ or"Apply scaling factor and review graphs'.
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Specify the link and inverse-link functions by typing in the boxes marked “y=" and
“x=". These mathematical expression can involve

- real numbers such as 2.7, 3, and 12.7e-12
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